
Week 13 Review 

Whitlock and Schluter, Zuur et al. 



Summary Statistics 

• Mean, Median, Variance, Standard Deviation, 
Standard Error (of the mean) 

 

• Standard deviation describes the shape of the 
distribution of observations – it’s the square 
root of the variance 

 

• Commands in R: mean(), median(), sd(), var() 



Standard Error 

• Related to the central limit theorem: regardless of the 
underlying distribution of the response variables, the 
distribution of means will be approximately normal 
 

• The standard error of the mean describes the width of this 
distribution of means (so plausible values of the true mean 
can be determined from the standard error) 
 

• The SE or SEM is the standard deviation of the response 
variable divided by the square root of the sample size 
 

• R: sd(x)/sqrt(length(x)) 



Covariance and Correlation 

• Describes the relationship between two variables 
 

• The correlation is a covariance standardized to fall 
between -1 and 1 – we normally use Pearson’s 
correlation coefficent (r) 
 

• In R: cov(x,y), cor(x,y) 
 

• The Spearman correlation coefficient is based on ranks, 
so it’s a non-parametric alternative: 
cor(x,y,method=“spearman”) 



Using tapply() in R 

• Use tapply to apply the same function separately 
to each level of a factor in a dataset 
 

• tapply(data$data_column, INDEX=data$factor, 
FUN=mean) 
 

• To index by more than one factor, make a list and 
pass it to the index: 
– tapply(data$data_column, INDEX=list(data$factor1, 

data$factor2), FUN=mean) 



Which Statistical Test Should I Use? 

• Does the proportion in each of two classes differ 
from expectations under the null hypothesis? 

– Example: is the sex ratio 50:50? 

– Is the ratio of wild-type to mutants 3:1? 



Which Statistical Test Should I Use? 

• Does the proportion in each of two classes differ 
from expectations under the null hypothesis? 

– Example: is the sex ratio 50:50? 

– Is the ratio of wild-type to mutants 3:1? 

– Tests: 

• Binomial test (provides an exact solution) 

• χ2-test for an approximation (with large sample size) 

– R: 

• binom.test(10, 27, 0.5)  

• chisqr.test( c(10,17),p=c(0.5,0.5)) 

 



Which Statistical Test Should I Use? 

• Compare observed values to expectations 
with more than two categories 

– Example: Hardy-Weinberg Equilibrium 

– Example: Does the number of heart attacks vary 
by day of the week? 



Which Statistical Test Should I Use? 

• Compare observed values to expectations 
with more than two categories 

– Example: Hardy-Weinberg Equilibrium 

– Example: Does the number of heart attacks vary 
by day of the week? 

 

• χ2-test 

• R: chisq.test(c(10,12,40),p=c(0.4,0.4,0.2)) 

 observed expected 



• Test for independence of categorical variables 

– Example: Linkage disequilibrium 

– Example: Occurrence of colon cancer in 
vegetarians versus non-vegetarians 

Which Statistical Test Should I Use? 



• Test for independence of categorical variables 

– Example: Linkage disequilibrium 

– Example: Occurrence of colon cancer in 
vegetarians versus non-vegetarians 

 

• Contingency χ2-test: chisq.test(table) 

• Fisher’s Exact Test: fisher.test(table) [2x2 table 
only] 

Which Statistical Test Should I Use? 



• Compare a mean to a hypothesized value  

– Do fish spend more time than expected on the 
end of the tank away from the predator? 

 

 

Which Statistical Test Should I Use? 



• Compare a mean to a hypothesized value  
– Do fish spend more time than expected on the 

end of the tank away from the predator? 

 

• One-sample t-test 
– t.test(data, mu=0.5) 

– (also use it to get confidence intervals) 

 

– Non-parametric alternative: sign test. 

 

 

 

Which Statistical Test Should I Use? 



Which Statistical Test Should I Use? 

• Compare the mean between two treatments 

– Does the mutant have a different metabolic rate 
than the control? 

 



Which Statistical Test Should I Use? 

• Compare the mean between two treatments 
– Does the mutant have a different metabolic rate than 

the control? 

 
• Two-sample t-test: t.test(column1,column2) 

 
• Non-parametric alternative:  

– Mann-Whitney U-test, Wilcoxon Rank-Sum Test 
– wilcox.test(column1, column2) 
– Permutation test 



Which Statistical Test Should I Use? 

• Comparing means among more than two 
treatments 

– Testing two different types of fertilizers on lawns 

 

 

 

 



Which Statistical Test Should I Use? 

• Comparing means among more than two treatments 
– Testing two different types of fertilizers on lawns 

 
• Analysis of Variance 

– Model <- lm(y ~ treatment, data=dataset) 
– Model <- aov(y ~ treatment, data=dataset) 
– anova(Model) 

 
• Non-parametric alternative 

– Kruskall-Wallis Test 
• kruskal.test(y ~ treatment, data=dataset) 



Which Statistical Test Should I Use? 

• Parametric posthoc test: 
– Tukey’s HSD. 

• If your model was lm: 
–  glht(Model, linfct=mcp(treatment=“Tukey”)) 

• If your model was aov: 
– TukeyHSD(Model) 

• Non-parametric posthoc test: 
– Dunn’s test 

• install.packages(“dunn.test”, dependencies = TRUE) 

• library(dunn.test) 

• dunn.test(y, g=treatment) 

 



Which Statistical Test Should I Use? 

• Is there an association between two 
continuous variables 

– Do larger deer have larger antlers? 

– Do hours spent studying predict exam grade? 



Which Statistical Test Should I Use? 

• Is there an association between two 
continuous variables 

– Do larger deer have larger antlers? 

– Do hours spent studying predict exam grade? 

 

• Linear regression 

– My_model <- lm(y ~ x, data=dataset) 

– Summary(My_model) 



Some Other Considerations 

• Watch out for confounding variables 

• Be careful to avoid pseudoreplication 

• Weigh the value of technical versus biological 
replicates 

• Think in terms of the null hypothesis 

• Know the difference between Type I (rejecting a 
true null) and Type II (failing to reject a false null) 
error 

• Know the assumptions of a test before you use it 



Other Considerations 

• It’s important to think about statistical power 
when you design and analyze experiments 

• Know the difference between one-tailed and 
two-tailed tests 

• Using a paired design or blocking can increase 
statistical power 

• Think about the interpretation of confidence 
intervals 

• Transformations can be helpful 
• Residuals are very important in statistics 



Other Tests 

• We can compare variances using Levene’s Test 
– See week 4 slides 

 

• We have a couple of ways to check for normality 
– Inspect histogram, normal quantile plot, Shapiro-Wilk test (see week 

4) 

 
• Residual plots can be useful to evaluate the assumptions of linear 

regression 
– plot(residuals(regression_model) ~ x_variable) 

 
• Evaluate statistical significance of a correlation 

– cor.test(data$var1,data$var2) 



Part II – Common Graphs 

• The most important types of graphs: 

 
– Histograms 

• Good for showing the distribution of a variable 

– Bar plots 
• Depicts differences in means 

• For small data sets, probably a strip chart is better 

• Sometimes a box plot can be more informative 

– Scatter plots 
• Shows the relationship between two variables 



Some Useful Commands 

• dev.new(width=6,height=4) 
– Opens a new graphical window with a specified width 

and height 

• par(lwd=3, cex=1.5) 
– Sets the universal graphical parameters (type ?par to 

see the whole list) 

• lwd 
– Sets the line width 

• cex 
– Sets the magnification of text 



A Histogram Script 

# Script to draw a histogram 

setwd(“~/Rexamples/Week02”) 

# if you start the path with ~/, it will begin with the “home” 
directory, allowing this command to work regardless of the 
current working directory 

 

males <- read.csv(“MaleNewtSampleData.xls”) 

hist(males$numberofmates) 



Histogram of males$numberofmates
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Problems: 
 
Lines are too thin 
 
Text is too small 
 
Title and labels are 
inadequate 
 
Bars are spaced strangely 
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Some Tips: 
(1) The lines should be thick – the figure will be reduced in size in your paper. 
(2) The text must be large to withstand the reduction. 
(3) All text in the figure should be approximately the same size. The goal is for it to be 

small but readable in the final publication. Consequently, you can’t really make any of 
it super tiny. Making super huge titles and things waste space. In general, you won’t 
even want a title, like this graph has. 

(4) Label the x-axis with the number of observations rather than a proportion – the 
number conveys more information. I would not call it a frequency, either. 



Commands to Format Histogram 

• dev.new(width=6,height=4) 

• par(lwd=3) 

 

• hist(males$numberofmates, main=“Male Mating Success”, 
xlab=list(“Number of Mates”, cex=1.3), ylab=list(“Number of 
Observations”, cex=1.3), lwd=3, breaks=c(-0.5,0.5,1.5,2.5,3.5), 
col=“maroon”, cex.axis=1.3) 

 

• cex changes the text size – note that you have to individually 
change a bunch of them. 

• lwd changes the line size – it takes more than one of these, 
too. 



Scatter Plot 
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Scatter Plot 
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Plot Commands 

dev.new(width=6,height=5) 

plot(males$numberofoffspring ~ males$numberofmates, xlab=list("Mating 
Success",cex=1.3), ylab=list("Reproductive Success", cex=1.3), pch=19, 
cex.axis=1.3) 

box(lwd=3) 

axis(1,lwd=3, cex.axis=1.3) 

axis(2,lwd=3, cex.axis=1.3) 

 

• pch sets the type of symbol 
• http://www.statmethods.net/advgraphs/parameters.html 

• cex sets the test size – cex.axis does it for the axes 

• box sets parameters for the border 



Bar Graph 
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fn_means_vect <- fn_means[1:4] 
 
means_labels_vect = c("Dry Microbes\nDry Soil","Dry Microbes\nWet Soil", 
"Wet Microbes\nDry Soil", "Wet Microbes\nWet Soil") 
 
means_fn_dataframe <- data.frame(means_labels_vect,fn_means_vect) 
 
dev.new(width=8,height=6) 
 
par(lwd=3, cex=1.2) 
 
barx <- barplot(means_fn_dataframe$fn_means_vect, 
names.arg=means_fn_dataframe$means_labels_vect, ylab=list("Fruit 
Number",cex=1.1), xlab=list("Treatment Combination",cex=1.1), 
col=c("firebrick","blue","firebrick","blue"), space=c(0,0,0.2,0), ylim=c(0,6)) 
 
axis(2,lwd=3) 
 



Adding Error Bars with arrows() 

arrows(barx[1],fn_means[1]+fn_sem[1],barx[1],fn_means[1]-fn_sem[1], angle=90,code=3) 
arrows(barx[2],fn_means[2]+fn_sem[2],barx[2],fn_means[2]-fn_sem[2], angle=90,code=3) 
arrows(barx[3],fn_means[3]+fn_sem[3],barx[3],fn_means[3]-fn_sem[3], angle=90,code=3) 
arrows(barx[4],fn_means[4]+fn_sem[4],barx[4],fn_means[4]-fn_sem[4], angle=90,code=3) 



Part III – More Complex Models 

• Models with multiple factors 
– Fully factorial models  

• Models with covariates 
– Analysis of covariance 

• Random and fixed effects 
– Require a generalized linear mixed model (GLMM) 

• Repeated measures and nested designs 
– Can be accommodated by classical anova 
– Usually modeled with a GLMM now 

• Overcoming some of the limitations of classical models 
– Non-linearity 
– Non-Gaussian response variables 



Factorial Experiments 

• Types of Questions 
– Do temperature and glucose concentration affect growth rate in 

bacteria? 
– Is lifespan in Drosophila affected by diet and mating? 
– Do temperature, wave action, and turbidity affect seagrass density in 

the Atlantic Ocean? 
 

• Analysis 
– Whether the explanatory variables are continuous or categorical, they 

can be analyzed with lm(). 
– The model is a multiple regression, general linear model or anova, but 

the distinction is not important. 
– Probably should use Type III sums of squares (Week 7) 

• library(car) 
• Anova(my_model, Type=“III”) 

 



Analysis of Covariance 

• If you have a covariate, which is linearly related to the response 
variable, an ANCOVA can correct for the effects of the covariate 

• Analysis (Week 7) 
– Ordinary lm() but with the covariate first 
– Test for an interaction between the covariate and the explanatory 

variable 
– If the interaction is significant, you are done – the ANCOVA is 

inappropriate 
– If the interaction is not significant, rerun the model without it and 

examine the p-value for the factor of interest 
– Use lsmeans() to get the means corrected for the effects of the 

covariate (Week 7) 
– ANCOVA is also used to test whether two regression lines have the 

same slope – for this test you look at the p-value of the interaction 
term 



Repeated Measures 

• A repeated measures design means the same subject was 
exposed to more than one treatment and measured under 
the different conditions 
– Heart rate on a treadmill with no drug compared to heart rate 

on a treadmill after taking the drug 
– Note that this scenario is very different from a nested design 
 

• Traditional repeated measures can be implemented by 
specifying how the variance should be partitioned within 
subjects (Week 8) 
 

• Modern repeated measures analyses would use a GLMM 
and treat subject as a random factor (Week 10) 



Nested ANOVA 

• A nested design occurs when some levels of one factor only 
occur within one level of another, more inclusive factor 
 

• All of the lower level variables are typically nuisance 
variables (rats nested within technician) 
 

• A traditional nested ANOVA can be run by telling R how to 
partition the variance 
 

• A modern analysis of a nested design would use a GLMM 
 

• See Week 8 for more details 



Non-linear Relationships 

• A Generalized Additive Model can be used if 
you have a non-linear relationship between an 
explanatory variable and a response variable 

 

• The first step should be a transformation of 
the data to attempt to achieve linearity 

 

• If the relationship cannot be transformed to 
be linear, then a GAM can be used (Week 9) 



Heterogeneity 

• If the variance in the response variable 
changes as a function of the explanatory 
variable, then the dataset has heterogeneity 

 

• This feature is a violation of the assumptions 
of traditional parametric tests 

 

• Heterogeneity can be modeled in a 
generalized linear framework (Week 10) 



Non-Gaussian Response Variables 

• Traditional linear models assume a Gaussian distribution for the 
response variable 
 

• A generalized linear model framework can relax this assumption 
 

• The main alternatives are a Poisson, Quasipoisson, Negative 
Binomial or Gamma 
 

• If your response variable is binary (lived or died, got the flu or 
didn’t), then a Binomial model is appropriate (this analysis would be 
a logistic regression, Week 7) 
 

• See Week 11. 



Model Selection 

• The AIC can be a useful way to compare models 
– AIC() provides the AIC for a model 
– The model with the smaller AIC is preferred 

 

• Nested models can be compared using anova 
– Either an F-test or Chi-squared test is used, depending on the type of 

model 
– REML models can only be compared against other REML models, and 

ML against ML 
– A significant result means the more inclusive model is better (i.e., the 

parts that got dropped did explain something) 
 

• Model validation is an important part of picking the ideal model 
– Pay attention to the influence of outliers and other model 

assumptions, such as Gaussian residuals 



Putting It All Together 

• Visualize the data to get a feel for the patterns 
 

• Use statistical tests to explore the data and reveal hidden patterns 
 

• Statistics is a tool for hypothesis testing but also for communication 
 

• Use the simplest analysis necessary to describe the experiment and 
communicate the “truth” 
 

• Make sure your analyses are repeatable by (1) archiving your data 
in a readily usable form and (2) making your analysis scripts 
available with the data 



Moving Forward 

• This course is an introduction to various analysis techniques 
in R 

 
• Take advantage of Google, books (many of which are freely 

available), and online resources to learn how to implement 
new analysis techniques 
 

• There is no universally correct way to analyze a given 
experiment, so use the conventions in your discipline as a 
guide 
 

• Use it or lose it 


