
Jones Lab – RNAseq pipeline, Dec. 16, 2014 
 

(1) Normally it's better to unzip the files at the beginning (gunzip *fastq.gz).  Make sure 

you have a backup of the compressed files on at least two other hard drives before you do 

anything.  Note that gunzip replaces the compressed file with an uncompressed file. 

 

(2) Memory Requirement: < 1 GB; Time: Seconds to Minutes. Run fastqc to examine the quality of a subset of 

the files (or all of them).  Our reads usually have very low quality for the first 3 base pairs.  

Sometimes, the first 10-12 base pairs have an extremely high GC content.  We usually trim 

these off if the GC content is extremely bad.  The trimming in the next step can be adjusted 

according to the results of fastqc. 

 

a) Run fastqc by opening a terminal, going to the fastqc folder, and typing: 

 
./fastqc 

 

b) The graphical fastqc interface will pop up.  Use it to select the file and look at the results. 

 

(3) Memory Requirement: < 10 GB; Time: Seconds to Minutes. Run Trimmomatic.  For our brood pouch and 

liver EE2 experiment, we used the following command to run Trimmomatic:   

 
java -jar trimmomatic-0.32.jar PE ~/reads_R1.fastq 

~/reads_R2.fastq ~/reads_R1_trimmed_paired.fastq 

~/reads_R1_trimmed_unpaired.fastq 

~/reads_R2_trimmed_paired.fastq 

~/reads_R2_trimmed_unpaired.fastq ILLUMINACLIP:adapters/TruSeq3-

PE-2.fa:2:30:10 HEADCROP:12 LEADING:10 TRAILING:10 

SLIDINGWINDOW:4:15 MINLEN:50 

 

Note that all of this should be on one line – do not press enter until the whole thing is typed in.  

You can replace the “~/” with the path to your files (“~/” is the home directory). Also, pay 

attention to the order of the files and arguments.  These are not negotiable.  Repeat this step for 

every pair of paired-read files.  Normally, we continue to work with the paired reads and discard 

the unpaired ones.  Most reads should still be paired.  Otherwise, you might have a serious 

quality issue.  If you want to automate this step, see our guide to writing shell scripts. 

 

(4) Memory Requirement: < 1 GB; Time: Seconds to Minutes.  Use flash to merge overlapping reads. 

a) Create a new directory for your flashed reads: mkdir flashed, for instance.  Let's 

assume we have a folder called testdata in our home folder.  Our trimmed files are in 

testdata. 

b) Run flash: 

 
flash -d flashed -o reads_trimmed reads_R1_trimmed_paired.fastq 

reads_R2_trimmed_paired.fastq 

 

c) The “notCombined” files contain unaltered paired reads.  The “extendedFrags” files contain 

the reads that were combined by flash, so they are no longer paired.  These reads should be 

included in your de novo assembly as singletons.  In Trinity, they can be included by 

appending them to the end of the read_1 file. 



 

(5) Memory Requirements: ~20 GB to 1 TB.  Assemble with Trinity. 

a) Append the “extended frag” sequences to the end of your read 1 sequences by using the 

command cat.  Something like this (the order does matter): 

 
  cat R1_notCombined.fastq R1_extendedFrags.fastq > R1_trin.fastq 
 

b) Optionally, you can convert the fastq file to a fasta file to save space and speed up Trinity, 

because Trinity does not use the quality data and its first step is to convert to fasta.  The 

advantage to performing this step is that the fasta file will be half the size of the fastq file. 

 

1. From the JonesLab website, you can download FastqToFasta to perform this conversion. 

2. Download and extract the zip archive. 

3. Copy FastqToFasta to the folder containing your files. 

4. Type: 

 

./FastqToFasta -i inputfilename.fastq -o outputfilename.fasta 

 

c) Run Trinity. 

1. Navigate to the Trinity folder. 

2. Type: 

 
./Trinity --seqType fa --JM 45G --left read1.fasta --right read2.fasta 

--CPU 4 
  

3. Depending on your computer, you will want to increase the value after --JM.  For 

complex transcriptomes and large datasets, you will want that value to be 256G or 

higher, but it cannot exceed the memory available on your node.  Similarly, the value 

after --CPU should be increased to the number of CPUs available on your computing 

node.  This command will write the output into a folder that will be created within the 

Trinity folder.  If you want the output to go somewhere else, use the --output 

argument followed by the path to the folder where you want your output to go. 

 

(6) Trinity could take several hours or several days to run, and at the end you’ll have a 

“Trinity.fasta” file that contains your assembled contigs. You can calculate some basic stats 

regarding your assembly by using the following command (which is part of the Trinity 

installation): 

 
~/trinityrnaseq_r20140717/util/TrinityStats.pl Trinity.fasta 

 

Make sure you use the actual path to your “util” folder within the Trinity folder, and you should 

run this command from the folder containing your Trinity.fasta file. 

 

(7) We normally keep the longest open reading frame per gene for further analysis, so download the 

program “TrinityLongestORFperGene” from the JonesLab website.  Unzip it and copy the 

Ubuntu executable to the folder with your Trinity.fasta file. Type chmod u+x 

TrinityLongestORFperGene to make it executable.  Use the following command to 

retain the contigs with the longest ORFs per gene: 

 



./TrinityLongestORFperGene –i Trinity.fasta –o TrinityORFs.fasta –f 

Trinity_longestORF_fullcontig.fasta –m 240 –a n 

 

To see what the arguments mean, just run ./TrinityLongestORFperGene and select (h)elp. 

 

(8) Memory Requirements:  5-15 GB.  Run RSEM for differential expression analysis.  Use the 

Trinit_longestORF_fullcontig.fasta file, which contains the full-length contig with the longest 

ORF for each gene, for the differential expression analysis with RSEM.  Your read files should 

be the trimmed, paired reads that emerged from Trimmomatic.  You will have to map each pair 

of read files, one set at a time, against your reference sequences, which are the ORF-containing 

contigs.  Perform the following steps from within a folder containing your ORF contig file and 

your read files: 

 
rsem-prepare-reference --bowtie Trinity_longestORF_fullcontig.fasta RSEM_digi 

 

rsem-calculate-expression --paired-end –p 4 Hgutt1B_R1_paired.fastq 

Hgutt1B_R2_paired.fastq RSEM_digi Hgutt1B 

 

You only need to run rsem-prepare-reference once, but you need to run rsem-calculate-

expression for every sample in your dataset.  If your reads for a given replicate are split into 

more than one file, you should cat them so that you have one pair of files (i.e., a forward read 

and reverse read file) per biological replicate.  The –p argument specifies the number of threads, 

so it should be your number of processors or less.  RSEM_digi has to be the same name as the 

one you used for rsem-prepare-reference.  The two fastq files are obviously your paired-read 

files for the present replicate, and the final argument, Hgutt1B, is an informative filename for 

the output for this particular biological replicate.  This identification tag should be different for 

each biological replicate or you will end up overwriting everything.  If you find you’re getting 

all sorts of warnings about read 1 not matching read 2, use head and tail to check your 

sequence files. If the files look okay, then use the argument –q to suppress the output from 

RSEM. 

 

(9) Memory Requirements:  <5 GB.  Run EBSeq. 

a) To prepare your output for EBSeq, RSEM includes a script called rsem-generate-data-

matrix.  After running RSEM, you will have a file for each sample called 

Hgutt1B.genes.results, where Hgutt1B is whatever identifying name you used for the 

corresponding sample.  Type the following to generate the data matrix: 

 
rsem-generate-data-matrix Hgutt1B.genes.results Hgutt2B.genes.results > 

RSEM_digi.counts.matrix 

 

All of the samples you wish to analyze with EBSeq should appear before the “>”.  In 

addition RSEM_digi.counts.matrix can be any name you choose.  It’s also important to 

group the samples from the same treatment together.  For instance, if you have a 

treatment and a control group, then list all of the treatment samples before the control 

samples. 

 

At this point, you will have a data matrix called RSEM_digi.counts.matrix, and this 

matrix is what you analyze with EBSeq. 

 

b) Start R by typing R in a terminal window.  Make sure you cd to the directory containing 

RSEM_digi.counts.matrix before you start R. 



c) To compare two samples follow these steps (“>” is the R command prompt, and don’t type 

the blue text): 

1. > library(EBSeq) 

2. > Conditions = as.factor(rep(c(“C”, “E”), each=5)) [“C” and “E” are 

descriptors of the treatments for the various samples – this statement says the first five 

are “C” (i.e., control) and the next five are “E” (i.e., experimental).  Change the “5” to 

reflect the actual number of each treatment in your dataset.] 

3. Alternative to step 2: > Conditions = as.factor(c(“C”, “C”, “C”, “C”, “C”, 

“E”, “E”, “E”, “E”, “E”))  [This statement does the same thing and might be more 

intuitive but harder to type.  You can use this style especially if you have uneven 

numbers in your different treatments. 

4. > Conditions [to see the conditions are set properly – in this case it should repeat back 

the 10 sample designations and indicate there are two levels, C and E] 

5. > GenMat <- data.matrix(read.table(file=“RSEM_digi.counts.matrix”)) 

6. > Sizes = MedianNorm(GenMat) 

7. > EBOut = EBTest(Data=GenMat, Conditions=Conditions, sizeFactors=Sizes, 
maxround=5) 

8. > PP=GetPPMat(EBOut) 

9. > write.csv(PP, file= “DiffExpressionPosteriorProbs.csv”) [Now you will 

have a comma-delimited text file with the posterior probabilities for each gene.  You 

should be able to open it in Excel.  The PPEE column is the posterior probability of 

equal expression and the PPDE column is the posterior probability of differential 

expression.  The posterior probabilities take into account the many comparisons, so if 

you want a false discovery rate of, say, 0.05, then you want all genes with a posterior 

probability of differential expression greater than 0.95.] 

 

d) To compare multiple samples follow these steps: 

1. > library(EBSeq) 

2. > Conditions=as.factor(rep(c(“C”, “E1”, “E2”),each=5)) or  
> Conditions=as.factor(c(“C”, “C”, “C”, “C”, “C”, “E1”, “E1”, “E1”, 

“E1”, “E1”, “E2”, “E2”, “E2”, “E2”, “E2”)) 

3. > Conditions 

4. > GenMat <- data.matrix(read.table(file= “RSEM_digi.counts.matrix”)) 

5. > PosParti=GetPatterns(Conditions) 

6. > PosParti [See the patterns and write them down – treatments with the same value are 

not significantly different from one another in the eventual analysis.  Each gene will be 

assigned to its most probable pattern. In this case, Pattern1 indicates that the gene is 

expressed at the same level in all treatments, Pattern2 indicates that E2 is different than 

the other two and so on.  If you do not wish to test all possible patterns, see the EBSeq 

manual for instructions on how to remove some.] 

7. > MultiSize=MedianNorm(GenMat) 

8. > MultiOut=EBMultiTest(GenMat, NgVector=NULL, Conditions=Conditions, 
AllParti=PosParti, sizeFactors=MultiSize, maxround=5) 

9. > MultiPP=GetMultiPP(MultiOut) 

10. > write.csv(MultiPP$PP, file= “MultiPostProbs.csv”) [This file contains each 

gene’s posterior probability of falling into each pattern as defined by PosParti above.  If 

the posterior probability is greater than 0.95, then the gene falls into that category (with 

an FDR of 0.05).] 

 



(10) At this point, you might want to make a file with a list of genes that are differentially 

expressed or in a particular category of expression.  You can just sort these files in Excel by the 

column of interest.  Then copy the gene names and paste them into a new text file.  You can get 

the fasta records for these genes by using the JonesLab program FastaRecordExtractor with 

your new text file and your fasta file with the genes corresponding to the longest ORFs that you 

used for RSEM.  You will probably also want to get the RSEM expression values for each gene.  

These values are in the RSEM_digi.counts.matrix file.  If your text file with your list of 

differentially expressed genes is called “diff_genes.txt”, here’s how you can extract the 

expression values from RSEM_digi.counts.matrix: 

a) Perform this procedure in Ubuntu. 

b) Make sure you’re in a folder containing diff_genes.txt and RSEM_digi.counts.matrix. 

c) Type nano diff_genes.txt and add a line at the top of your file that reads “genes.results” 

(without the quotation marks).  Hit control-X to save the file.  If you get the message “File 

Name to Write [DOS Format]: diff_genes.txt”, hit Alt-D to toggle out of DOS format.  If 

your file is in DOS format, the next step will not work. 

d) Type the following command: 
grep –f diff_genes.txt RSEM_digi.counts.matrix > output_filename.txt 

e) Now you can open output_filename.txt (or change its extension to .xls and open it with 

Excel) and use it to calculate the mean expression values for each treatment if you want. 

 

 

 

 

 

 


